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Abstract

Neither the standards nor the software underlying institutional repositories anticipated performing name authority control on widely disparate metadata from highly unreliable sources. Without it, though, both machines and humans are stymied in their efforts to access and aggregate information by author. Many organizations are awakening to the problems and possibilities of name authority control, but without better coordination, their efforts will only confuse matters further. Local heuristics-based name-disambiguation software may help those repository managers who can implement it. For the time being, however, most repository managers can only control their own name lists as best they can after deposit while they advocate for better systems and services.
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Introduction

Institutional repositories were initially envisioned as purely do-it-yourself content-deposit systems, without any sort of quality control or metadata best practices designed into the workflow. In practice, librarian-mediated deposit has turned out to be the most viable method of repository population, which in theory should have improved matters. Even so, metadata quality was far down the list of desiderata in repository software and service design, such that users, content depositors, and repository managers are paying the price. Name authority control is only one piece of the metadata-quality puzzle, but a piece worth examining.

Scope of the problem

The Vannevar Bush Prize-winning paper at the 2006 Joint Conference on Digital Libraries
 amounts to an extended jeremiad on the poor quality of metadata created and disseminated by non-librarian amateurs. The National Science Digital Library’s problems with automated metadata harvesting via the Open Archives Initiative Protocol for Metadata Harvesting (OAI-PMH) were so numerous and extensive that name authority control was the least of their difficulties. The paper notes sadly, however, “the WorldCat paradigm, which works so well in the shared professional culture of the library, is less effective in a context of widely varied commitment and expertise. Few collections were willing or able to allocate sufficient human resources to provide quality metadata”
.

This lack of attention to quality metadata assuredly holds in the context of institutional repositories as well. The literature reports little if any involvement from technical services departments in the day-to-day operation of these services; even cataloguers interested in the area
 do not appear to perceive authority control as a key locus of involvement. The déclassé reputation institutional repositories suffer in librarianship
 as well as in the larger academic context
 may well cause both library administrators and technical-services librarians to offer institutional repositories metadata assistance cautiously and charily if at all.

The naïve user of an institutional repository will swiftly find that the absence of name authority control inhibits retrieval of items by a single author. Should a user arrive at a specific item and desire to see more items by the same author, clicking on the author’s name will lead only to results for that particular name spelling or variant, though possibly case-independently. (This assumes the name is linked at all; the DSpace repository software package does not link author names by default, a serious usability defect.) Browsing a repository by author yields a messy list of uncontrolled names (see Figure 1), which in addition to confusing users, fails signally to inspire confidence in the service, a serious problem for repositories perennially desperate for adopters and advocates.

A search of OAIster (http://www.oaister.org/) confirms the difficulties searchers face with uncontrolled names. Because an OAIster author search leads directly to item listings rather than to an intermediate author listing, naïve author searches that use an author’s full first name will miss listings that only contain initials, and vice versa (see Figures 2 and 3). OAIster permits truncation, which casts a wider net (see Figure 4), but how many naïve searchers realize this search strategy is necessary, especially considering that OAIster cannot be browsed by author?

The cross-disciplinary nature of institutional repositories significantly increases the danger of name clashes turning up material irrelevant to a user’s information need during an author browse or search
. Even granting the unlikelihood of a single institution containing two people with identical names, the aggregation of institutional-repository content as OAIster does all but guarantees such clashes. Differentiating content by source repository, as OAIster’s sidebar does, helps with this problem. However, source repository differentiation cannot wholly solve it, since cross-institutional collaborations and peripatetic career trajectories mean that any article in an institutional repository may have authors from any number of institutions. Differentiating content by discipline or subject, insofar possible, would certainly help, but can only be done by complex text-mining, especially in light of the appallingly muddled situation of subject metadata in institutional repositories.

As the online public access catalog (OPAC) and metasearch tools expand the scope of library-mediated discovery well beyond print collections and journal titles, uncontrolled names become yet more significant an obstacle to searchers
. Consider the plight of the scholar who writes both books and articles: an OPAC that presents an appropriately-controlled name for the books she has written probably cannot associate her articles in the institutional repository with her, as the representation of her name in the repository almost certainly does not include the disambiguators that her name authority record contains. If she has changed her name during her career, the problem only worsens.

Sources of the problem

Obviously, amateur-created metadata poses serious quality issues. Self-archivers are not, however, the only source of uncontrolled metadata; given current patterns in repository content development, they may not even be the major source.

Librarians handle a considerable proportion of institutional repository deposits, either item-by-item or in large batches. (Ohio State University’s repository-population program is exemplary in this regard.) Batch ingests in particular pose metadata issues, especially when the imported material and metadata come from screen scraping a faculty-authored website possessing no particular metadata control. Even the strictures of academic publishing do not always address the problem. The author, in the course of batch-ingesting backfiles for an area-studies journal, discovered that the journal had romanized one author’s name differently in different issues of the journal.

Interest is growing in harvesting content for institutional repositories from thriving disciplinary repositories such as arXiv (http://arxiv.org/), with a view toward strengthening the institution’s online research presence and providing additional preservation assurance for the harvested content. Disciplinary repositories are subject to all the well-known caveats regarding amateur-created metadata. Few or none performs name authority control on their collections; in fact, significant research is taking place into viable methods of name disambiguation

 with disciplinary repositories as the data source.

A few publishers permit (and a subset of those few actually prefer) institutional repositories to archive the final published PDF of articles they publish, which opens another content-recruitment avenue: harvesting archivable material from e-journal aggregators and electronic article indexes. Unfortunately, harvesting metadata from these sources yields results no better controlled than by-hand amateur efforts. Some metadata arrives formatted in all-caps. Many author names are reduced to last name plus initials. Since publishers do not control author name forms any more than repositories do, variants and misspellings are common. If the metadata arrives in the form of a citation rather than separated fields, the citation must be parsed and the names within it extracted-- a non-trivial and error-prone programming problem.

Barriers to solutions

According to Barton et al. (2003), “These [name authority control] problems are fairly readily addressed by applying rules and conventions, and through the use of authority files.” Unfortunately, rules and conventions are all but impossible to impose on amateur metadata creators. They are neither enabled nor enforced by commonly-used repository standards and software, and are difficult to apply after the fact. 

Standards

Standards in place for institutional-repository metadata do not incorporate authority-control mechanisms. The OAI-PMH metadata-exchange standard requires that all data providers offer metadata in Dublin Core format; although other metadata formats besides Dublin Core are permitted (including MARC), few institutional repositories go beyond Dublin Core. Dublin Core, of course, does not offer any way to distinguish a controlled name from an uncontrolled one, much less to harmonize variants. It also does not provide for the capture of an author’s institutional affiliation, which complicates attempts to deal with name clashes.

OAI-PMH models a one-way data flow: harvesters take data from data providers. The protocol gives harvesters no choice but to assume that the data they receive are correct; even in the case of gross errors such as non-well-formed XML, the harvester cannot throw an error or ask for corrections. This creates the systemic problem of metadata corrections made downstream from initial deposit remaining unknown to and unleveraged by the source repository. For example, Lagoze et al.
 documented significant engineering feats they performed to clean up metadata from the repositories harvested by the NSDL. None of that work helped improve the metadata, much less the metadata practices, at the source repositories.

Moreover, OAI-PMH offers no obvious mechanism for data providers to notify harvesters about corrected metadata. The name variants noted in Figure 1 have been harmonized in the source repository, but at time of writing, OAIster still contained several records harvested from that repository with uncorrected name variants. This is a potential source of unnecessary user confusion, as aggregators send users to source repositories whose records are subtly different.

The advent of the Open Archives Initiative’s Object Reuse and Exchange (OAI-ORE) specification will not address metadata-quality problems, and may in fact exacerbate them. OAI-ORE is designed to create and package compound objects from individual repository items; the canonical use might be the disciplinary “overlay journal” aggregating relevant articles held in several different institutional repositories. Because it is a data model and serialization standard rather than a communication protocol, OAI-ORE does not specify how data exchangers must communicate among one another. This eliminates any provision for exchange of corrections or other metadata updates, and may cause variant records for the same item if that item is duplicated (rather than pointed to) for reuse. If, for example, an overlay journal uses OAI-ORE to duplicate an article held in a repository, and that repository later corrects a variant author name in the article’s metadata, the overlay journal need never know, creating one article with two metadata records, each with a different name variant.

Software

Neither DSpace nor Fedora provides an autocompletion feature, hints, or other assistance aimed at reducing name variation; total reliance for correct name entry is placed on depositors. Alone among open-source repository-software packages, the EPrints suite has implemented autocompletion: as a depositor types an author name, the software polls the list of authors currently in the repository and suggests a name the depositor might mean. (EPrints can also poll the well-known SHERPA/ROMEO database of publisher open-access policies to autocomplete journal and publisher names.) While this feature reduces name variants, a welcome result, it does not enforce authority control (and probably should not, as any deposit may add a new author to the database), and therefore cannot prevent misspellings and other variants. Nor does autocompletion resolve authority problems once they are present – in fact, this feature is liable to present not-yet-harmonized variants on the same name to depositors, which can only cause confusion and annoyance. 

Poor choices in name display also play into poorly-controlled names. DSpace, for example, places all name strings identified as creators or contributors into its author browse list, whether they are actual authors or some other sort of creator (see Figure 5). Faculty find this especially problematic with regard to theses, dissertations, or other projects for which they served as advisors; such work is often not of such quality that they care to be mistaken for its primary authors! Searching OAIster for “mentor” or “advisor” in the author/creator field illuminates how faculty and libraries have misused the name field to distance advisors from their advisees’ work (see Figure 6).

Once name variants creep into an institutional repository, they are phenomenally difficult to extirpate. Again, neither DSpace nor Fedora provides batch metadata editing facilities; an error present in multiple records must be corrected one record at a time. DSpace adds an additional wrinkle. Its security model entitles only two groups to edit metadata records after item deposit: collection managers and system administrators. To allow a cataloguer to perform authority control across the entire repository, that cataloguer would have to be added to the administrator group; this confers a wide spectrum of additional privileges, some of which are unquestionably inappropriate and may present security concerns.

EPrints recently introduced a metadata batch-edit function (Les Carr, personal communication), but its implementation is not yet ideal for managing authority control. EPrints selects records for global search-and-replace based on an advanced search of the repository. For some spelling or romanization variations, and certainly for variant name forms owing to change in marital status or similar exigencies, a single search no matter how carefully constructed cannot find all the variants in need of change. Even so, this function is an immense improvement over record-by-record corrections; lack of a batch-editing function is perhaps the single greatest barrier to improving the current state of repository metadata. What repository manager, cataloguer, or metadata librarian has time to crawl through potentially dozens of records to make the same correction in each one?

Technologically-sophisticated librarians with command-line access to the repository server can change the underlying database directly, reducing the burden to one or two SQL queries per mistaken name variant. This is, however, highly risky procedure on a production repository; its indubitable efficiency will not recommend it to cautious systems administrators legitimately worried about accidental database meltdowns. Moreover, few librarian repository managers understand databases well enough to manage authority control through SQL, and even those with that expertise may not have sufficient server access to put their skills to work
.

Sources of name authority information

Using external name authority files is not a viable solution in repository space yet. Leaving aside that no repository software is sufficiently sophisticated to consult such resources, even in the convenient online fashion provided by OCLC (see the Virtual International Authority File at http://www.oclc.org/research/projects/viaf), these files contain only the names of authors of books. In many research disciplines, notably in the hard sciences, journal articles rather than books are the coin of the realm, such that even extremely prominent researchers and authors will not have authority records.

Local name authority files, such as might be generated from an institution’s faculty records, might prove helpful. They cannot possibly be the entire solution, however, in the face of cross-institutional collaboration on publications leading to article authors not from the institution. If the same article is self-archived in two institutional repositories by two of its authors, and each repository controls the name for its own institution’s faculty member only, the name-authority control problem has not been solved. Sharing of author lists among repositories might seem a simple and workable solution, but alone it is insufficient, as Dublin Core metadata does not provide for affiliation capture, making name clashes inevitable.

Experimental personal-portfolio services aimed at scholars are popping up all over the World Wide Web, many of which contain a name-authority component. The economics preprint service RePEc is offering an Author Service (http://authors.repec.org/about). Publishers have raised the issue inside the article-linking consortium CrossRef (http://www.crossref.org/CrossTech/2007/02/crossref_author_id_meeting.html). A potentially for-profit example is Research Crossroads (http://www.researchcrossroads.org/), which gives each participating researcher a unique “ResearchCrossroads ID.” Several institutions are experimenting with similar services (e.g. Cornell University’s VIVO, http://vivo.library.cornell.edu/; see later discussion of BibApp). Outside libraries, the International Standards Organization is developing an authority standard known as the International Standard Party Identifier (http://collectionscanada.ca/iso/tc46sc9/27729.htm). The Joint Information Systems Committee (JISC) is examining the name-authority problem via the Names Project; the Netherlands’ SURFfoundation is developing a Digital Author Identifier for researchers within its purview (http://www.surffoundation.nl/smartsite.dws?ch=eng&id=13480). The obvious stumbling-block in all this ferment is the difficulty of connecting a single repository to all these potential sources of authority information. Trust is another important question. How many of these services will monitor quality? How many can be gamed? How many will keep their data openly accessible, or accessible at all, in the face of shrinking budgetary support?

Similarly, grassroots identity-management schemes such as OpenID (<http://openid.net/>) have been suggested as authority-control sources
. In theory, a researcher with an OpenID could use it to log in to an institutional repository, which would then link it to her publications. If she were to move to a different institution, that institution’s repository would accept and use the same OpenID, ensuring that materials in both repositories would be correctly associated with her. The problem with this vision is, once again, the coauthorship problem; can depositors be trusted to find the correct OpenIDs for their coauthors? Will they even be willing to search in the first place?

Paths forward

The institutional-repository manager hoping for proper name-authority control currently has little choice but to clean up records by hand after the fact – and hope to be running EPrints rather than a competing software package. It is doubtful that after-the-fact corrections can be wholly eliminated, so institutions considering name authority control a priority must liberate sufficient staff time to do the work. The initial plunge of correcting a populated repository will take far more time than once- or twice-yearly maintenance work afterwards, except perhaps for swiftly-growing repositories.

Because it is a cross-repository problem requiring technical and operational cooperation, making it possible to pass corrected metadata around among repositories, metadata aggregators, and sources of name authority files will require attention from standards designers or protocol makers. JISC and the Open Archives Initiative are probably best-placed to address this question; adding metadata correction (or at least error notification) to the capabilities of OAI-PMH may be the swiftest way forward.

Institutional-repository software wishing to rely on external sources for authority control will find a confusing landscape for the next three to five years at least. Given the proliferation of authority schemes, it seems clear that in a disconcerting break with libraries’ past, peer-to-peer or otherwise federated authorities management will inevitably augment single-source authority files such as national authorities. In time, APIs or protocols are likely to emerge permitting easy exchange of authority information among services and repositories, as well as associations between records representing the same individual or corporate body in different authority files. Until then, repositories will have to make the best guesses they can, and advocate for authority providers to provide easy, automatable access to their authority information.

Developers of institutional-repository software and services could do far worse than follow the lead of EPrints when designing deposit interfaces. The easiest error to correct is the error that never happens because the software prevents it; while imperfect, autocompletion and other “hinting” systems do eliminate many careless errors. Batch-editing capability for metadata in general and author metadata in particular would greatly assist repository managers, especially if editing privileges could be granted to appropriate third parties such as cataloguers. Because existing name authority files cover only a fragmentary portion of the universe of article authors, the ability to query them directly can safely be left on the back burner. It might be worthwhile to consider (as EPrints has) leaving hooks for such query functionality, however, in hopes of one or more emerging identity-management solutions covering enough of that universe to be worth the querying.

Some authority-control work may move outside the repository, especially as the movement to harvest material from disciplinary repositories and online article aggregators gains speed and the SWORD API
 allows tools outside the repository to deposit directly into it. Again, the repository benefits if the data fed it are clean from the start. The BibApp project under joint development by the University of Wisconsin at Madison and the University of Illinois at Urbana-Champaign (http://code.google.com/p/bibapp/) provides an example of the possibilities. BibApp is a collector of bibliographic citations and a packager of content for institutional repositories. Its public face resembles the early DSpace-based Researcher Pages effort from the University of Rochester
, presenting individual researchers’ publication history on the Web alongside information on research interests, coauthors, etc.

Since BibApp ingests citations from many sources, incoming data about authors is messy at best; a pilot project involving fifty faculty from the Department of Engineering Physics yielded 3,044 unique citations, which in turn yielded 23,081 unique name strings
. To cut through the tangle of name strings, BibApp asks researchers on their first login to the service to choose name strings that may represent them from its existing list of name strings, as well as to choose their preferred representation of their name, essentially creating an internal name authority record for that individual. 

As citations come in, those corresponding to assigned name strings are associated with the appropriate name authority records. Eventually, of course, a given name string will apply to more than one real-world individual. Researchers, or others with edit access to their records, such as librarians or grant administrators, can remove erroneously-attributed citations. Lacking that, the system calculates a score for each author candidate, based on publication date, identified co-authors, and comparing keywords from the citation against the author candidates’ other citations in BibApp. This quick-and-dirty heuristic is imperfect; for example, it exhibits a tendency to assign unclearly-authored citations to author candidates about whom BibApp knows more. However, as the BibApp gathers more information, citation assignments improve. BibApp developers are also considering how to federate authorship and name-authority information across installations, even installations at different institutions. Until formal protocols and APIs exist, such federations offer real hope for cutting through the names tangle.

The many parallel processes examining authority sources and procedures will eventually bear fruit, making maintenance easier for repository managers and searching easier for information seekers. In the meantime, institutional-repository managers can only plan to plow large amounts of staff time into managing names, and petition their software developers for more efficient ways to bring order to chaos.
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Figures

Figure 1. An author browse listing from the MINDS@UW institutional repository (http://minds.wisconsin.edu/). Note the eight (subsequently harmonized) variants on Daniel W. van der Weide.

Figure 2. Searching OAIster for Dr. van der Weide by first initial yields 14 records.

Figure 3. Searching OAIster for Dr. van der Weide’s full name yields 24 records, which do not overlap with the 14 found by searching on his first initial.

Figure 4. A truncated search finds all 38 papers by Dr. van der Weide identified in Figures 1 and 2, with one additional outlier.

Figure 5. A DSpace author browse includes Dr. Susan Thering, whose only records in the service are as thesis advisor.

Figure 6. An OAIster search demonstrates names annotated to differentiate faculty advisors from student authors.
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